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Abstract

We consider the problem arising when two agents, each owning a set of jobs, compete to

schedule their jobs on a common processing resource. Each schedule implies a certain utility

for each agent and an overall system utility. We are interested in solutions that incorporate

some criterion of fairness for the agents and, at the same time, are satisfactory from the

viewpoint of system utility. More precisely, we investigate the trade-off between fairness

and system utility when both agents want to minimize the total completion time of their

respective jobs. We analyze the structure of the set of such trade-off solutions, and propose

an exact algorithm for their computation, based on the Lagrangian relaxation of a MILP

formulation of the problem. A large set of computational experiments has been carried out to

show the viability of the approach. Moreover, the results show that in most cases a solution

having a high degree of fairness can be obtained by sacrificing a very limited amount of

system utility.

1 Introduction

Fairness issues arise in many applications and are studied in different research areas in which

multiple entities (players or agents) have distinct, possibly conflicting, needs, requirements, or

objectives. A classical example, concerning the allocation of a limited resource among several

agents, is given by fair division problems (see, e.g., Brams and Taylor, 1996). However, as we

discuss in Section 2, there is a large number of application scenarios in which the concept of

fairness plays a crucial role (Filippi et al., 2021; Haitao Cui et al., 2007; Mart́ınez-Sykora et al.,

2024; Naldi et al., 2016, 2019). Moreover, interesting and recent examples can be found in the

challenges arising within the realm of machine learning algorithms (Ferrara, 2024; Mitchell et al.,

2021).
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In this paper, we investigate a fairness problem arising in the classical domain of resource

allocation, in particular focusing on multi-agent single-machine scheduling. There are two agents,

each owning a set of jobs. The jobs must be scheduled on a common processing resource. Each

schedule implies a certain utility for each agent. We use the sum of the agents’ utilities as

an index of collective satisfaction (system utility) and we refer to any solution that maximizes

system utility as a system optimum.

A considerable literature exists addressing scheduling problems in which jobs are partitioned

among two or more agents (Agnetis et al., 2014). The research in this domain mainly focuses

on complexity and algorithmic results for various problems, including maximizing the utility of

an agent while ensuring that the utility of the other agent remains above a specified threshold,

generating all Pareto optimal solutions, and maximizing system utility. However, starting from

classical basic single-machine models, several papers are now dealing with these problems in

increasingly complex settings (Liu et al., 2024; Tang et al., 2017). Now, even if it maximizes

system utility, a system optimum may well be highly unfair to (and hence unacceptable by) the

worse off agent. Rather, a solution that incorporates some criterion of fairness may be more

acceptable. On the other hand, a fair solution may result in a loss of overall system efficiency,

which gives rise to the concept of Price of Fairness (PoF) (Bertsimas et al., 2011; Caragiannis

et al., 2009; Nicosia et al., 2017).

While previous works often address and compare system optimum and fair solutions, we

investigate the problem of finding compromise solutions incorporating different degrees of fair-

ness and system utility. In fact, there may exist solutions which guarantee a certain degree of

fairness without giving up too much utility. We investigate the problem of finding such trade-off

solutions in the context of a two-agent, single-machine scheduling scenario in which both agents

want to minimize the total completion time of their jobs. The main contributions of our work

are the following.

• We characterize compromise solutions from two different perspectives: Pareto-optimal

solutions (i) according to the two agents’ utilities, and (ii) according to the utility-fairness

trade-off. We show that the solutions of the second set may be exponentially many and

that they are always a subset of the first set.

• We consider a Mixed Integer Linear Programming (MILP) model of the utility-fairness

trade-off problem and present a dual (i.e., an upper) bound based on a suitable Lagrangian

relaxation of this model. We also provide an efficient technique to compute this bound.

• We develop a branch and bound scheme exploiting the above bound and conduct an

extensive computational campaign to assess the effectiveness of our approach.

• We discuss the computational results, showing that, in the majority of cases, achieving a

high level of fairness only requires a small sacrifice in system utility.

The paper is organized as follows. In Section 2, we review the relevant related literature.

Notation and problem definition are formally introduced in Section 3. Section 4 addresses
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various issues related to the sets of Pareto optimal schedules. Section 5 illustrates a Lagrangian

approach to solve our problem, which is then exploited by a combinatorial branch and bound

algorithm (Section 6). The results of an extensive computational campaign are presented in

Section 7. Finally, in Section 8, some conclusions are drawn.

2 Related literature

Fairness in resource allocation refers to the equitable distribution of resources among individuals

or groups according to certain principles or criteria. The notion of fairness may emerge in

relation to the intervention of a super-partes facilitator, who may decide to sacrifice some system

efficiency to ensure fairness. The criteria for defining a suitable measure of fairness may vary

depending on the context and the objectives. In fact, several fairness measures have been

considered in the scientific literature such as, e.g., proportionality, envy-freeness, equity and

equitability (Bertsimas et al., 2011; Caragiannis et al., 2009; Nicosia et al., 2017).

An attempt to measure, under a worst-case perspective, how much a fair solution impacts

system efficiency (i.e., total utility) is provided by the notion of price of fairness (PoF) introduced

by Bertsimas et al. (2011), who analyze proportional fairness and max-min fairness and provide

a precise characterization of the PoF values for a wide range of allocation problems featuring

compact and convex utility sets of the agents. Caragiannis et al. (2009, 2012) are the first to

compare the optimal system utility with the system utility achieved across all fair solutions and

consider various fairness concepts like proportionality, envy-freeness, and equitability. Ertogral

andWu (2000) address situations where agents seek to minimize their costs rather than maximize

their utilities. They propose a fairness measure among members of a supply chain. Through

experimental analysis, they assess the deterioration in solution quality with respect to the system

optimum when enforcing a certain level of fairness.

A considerable amount of literature has been devoted to this concept since then. Resource

allocation is still the focus in the work by Nicosia et al. (2017). For max-min, Kalai-Smorodinsky,

and proportional fairness, without making specific assumptions about the agents’ utilities, the

authors provide several properties of the PoF, many of which are applicable to even more general

multi-agent problems.

More recently, the concept of fairness has been widely investigated also in the context of

machine learning, with particular reference to algorithm design. Several factors may cause

biased outcomes or unintended consequences of the output procedures: for instance, bias in

historical data used to train the algorithms, marginalization of specific groups or communities,

lack of transparency, or even different definitions of fairness (Ferrara, 2024; Mitchell et al., 2021;

Samorani et al., 2022).

Fairness issues have become increasingly prominent in recent years in the context of schedul-

ing problems. Actually, finding equitable scheduling policies among distinct processing resources

is not a new problem. For instance, load balancing algorithms aim to ensure that each machine

operates with a workload that is roughly comparable to the others (see, e.g., Azar et al., 1994).
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More recently, sensible applications, e.g., in the healthcare sector, demand for approaches that

consider fairness as a priority in building a schedule (see, Ala et al., 2022; Samorani et al.,

2022). A recently introduced approach considers repetitive scheduling problems, in which vari-

ous agents own job sets which need to be scheduled on different days (see, Hermelin et al., 2024;

Heeger et al., 2022). In these problems, if an agent’s job is scheduled among the last positions

on one day, the agent may be compensated by a better position on another day, and in this

way fair schedules can be pursued. All these developments reflect a growing recognition of the

importance of equitable resource allocation in scheduling scenarios (Agnetis et al., 2019; Cosmi

et al., 2022; Niu et al., 2023; Yu et al., 2025; Zhang et al., 2020).

In the context of machine scheduling, Agnetis et al. (2019) explore and propose a definition

of utility and then study both max-min and proportionally fair solutions for various two-agent

single-machine scheduling problems with different objective functions, providing tight bounds

on the price of fairness for each notion of fairness. Later, Zhang et al. (2020) refine the analysis

on the price of Kalai-Smorodinsky fairness for single-machine problem in which both agents

pursue the minimization of total completion time. While Agnetis et al. (2019) prove that for

this problem the price of fairness is at least 2/3, Zhang et al. (2020) show that if, in particular,

both agents have at least two jobs, the price of fairness decreases to 1/2. Recently, Yu et al.

(2025) show that the upper bound on the price of fairness (PoF) is 1/2, unless both agents own

an odd number of jobs (in which case PoF is between 1/2 and 2/3). Cosmi et al. (2022) propose

and test different MILP models and a heuristic algorithm for determining a Kalai-Smorodinsky

fair schedule for a two-agent single-machine scheduling problem.

Recall that in the single-machine context in which both agents want to minimize total com-

pletion time, finding a Pareto optimal solution as well as the Nash bargaining solution are binary

NP-hard problems (see Agnetis et al., 2014, 2009).

Balancing fairness and efficiency is a fundamental aspect of numerous real-world scenarios.

This issue has been addressed by Chen and Hooker (2022), who present a systematic approach

to balance fairness and efficiency within an optimization framework. They introduce a single

parameter to govern the balance between equity and efficiency.

The trade-off between fairness and efficiency has been explored across various application

contexts, including resource allocation (Airiau et al., 2023; Naldi et al., 2016, 2019; Tang et al.,

2023), network routing (Jalota et al., 2023), logistics (Mart́ınez-Sykora et al., 2024), supply chain

management (Jiang et al., 2021), location (Filippi et al., 2021), group decision making (Tang

and Liao, 2024), and scheduling (Durand and Pascual, 2021; Niu et al., 2023).

In the scheduling context, Niu et al. (2023) examine a single-machine problem where each

job acts as an agent. The authors introduce algorithms that achieve “almost perfect fairness”

while ensuring that the produced solutions have social utility within a constant factor of the

optimal one. Durand and Pascual (2021) address an intriguing fairness problem that involves

multiple organizations. Each of n organizations owns a set of tasks and a set of machines. Each

organization may coordinate with the others in order to redistribute tasks across all organization-

owned machines. Such coordination may allow decreasing the overall time required to complete
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an organization’s tasks with respect to the case in which such tasks are scheduled only on the

organization’s machines. The authors explore the challenge of devising a fair schedule which

maximizes the minimum ratio, across all organizations, between their local makespan and the

makespan in the redistributed schedule. Such problem is shown, in general, to be NP-hard.

3 Notation and problem definition

Consider two agents, A and B. Each agent ℓ = A,B owns a set J ℓ = {J ℓ
1, J

ℓ
2, . . . , J

ℓ
nℓ
} of nℓ

jobs and we denote by J = JA ∪ JB the set of all jobs. We let n = nA + nB and we use the

terms A-jobs and B-jobs to refer to the jobs of the respective agents. Each job J ℓ
j ∈ J ℓ requires

a processing time pℓj on a single machine that is shared by the two agents. A feasible schedule

σ is an assignment of all jobs to their respective starting times such that the processing of each

job is uninterrupted once started and the machine only processes one job at a time. Given a

schedule σ, the completion time of job J ℓ
j ∈ J ℓ is denoted by Cℓ

j (σ). Each agent ℓ ∈ {A,B}
wants to minimize an objective function f ℓ(σ) which depends on the completion times of the

ℓ-jobs only in σ.

Given a feasible schedule σ, we let fA(σ) and fB(σ) denote the cost values for the two agents

respectively. A schedule σ is Pareto-Optimal according to the Agent objectives (POA), if there

is no feasible schedule σ′, such that f ℓ(σ′) ≤ f ℓ(σ) for ℓ = A,B and at least one of the two

inequalities is strict. In other words, given a POA schedule, any other feasible schedule that

makes one agent better off will make the other agent worse off. In what follows, for each pair of

cost values (fA, fB) attained by some schedule(s), we are interested in considering just one of

them, even if there are multiple schedules having the same pair of cost values. More formally,

given a schedule σ, we call solution the equivalence class of all schedules having cost value pair

(fA(σ), fB(σ)), and the size of a set of solutions is the number of distinct cost value pairs of

the schedules corresponding to these solutions. We denote by ΣP the set of POA solutions.

Sometimes, whenever this does not create confusion, we also use the term “schedule” to refer to

the corresponding equivalence class (solution).

For each σ ∈ ΣP , we define utility values uA(σ) and uB(σ), so that, for ℓ = A,B, uℓ(σ) ≥ 0

and uℓ(σ) increases as f ℓ(σ) decreases. To this end, we use the following definition of utility

by Agnetis et al. (2019). Let f ℓ∞ = max{f ℓ(σ) : σ ∈ ΣP }. For regular functions, f ℓ(σ) (i.e.,

functions that are non-decreasing in the completion times of agent ℓ’s jobs), this is the minimum

cost agent ℓ bears if its jobs are scheduled after all the jobs of the other agent. Then, we define

the agent utilities as follows:

uℓ(σ) = f ℓ∞ − f ℓ(σ), ℓ = A,B. (1)

In other words, the utility of an agent is represented by the saving achieved with respect to the

worst for the agent. As Bertsimas et al. (2011), we define the system utility U(σ) as the sum
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of the individuals’ utilities:

U(σ) = uA(σ) + uB(σ). (2)

Such a definition is especially appropriate if the agents hold similar objectives. We also let σ∗

denote the solution that maximizes system utility (system optimum), i.e.,

U(σ∗) = max
σ∈ΣP

{U(σ)}.

For any solution σ ∈ ΣP , its utility loss is defined as

U(σ∗)− U(σ)

U(σ∗)
. (3)

We next define what a fair solution is, following the classic notion by Kalai and Smorodinsky

(1975). For ℓ = A,B, we define f ℓ∗ = min{f ℓ(σ) : σ ∈ ΣP } and ∆ℓ = f ℓ∞−f ℓ∗. The normalized

utility of σ for agent ℓ is given by

ūℓ(σ) =
uℓ(σ)

∆ℓ
. (4)

Consider the set ΣKS ⊆ ΣP of solutions that maximize the normalized utility of the agent who

is worse off, i.e.,

ΣKS =

{
σKS : σKS = argmax

σ
min
ℓ=A,B

{
ūℓ(σ)

}}
. (5)

We say that all the solutions in ΣKS are KS-fair. Notice that ΣKS is always nonempty.

The utility loss of a fair solution σKS is called Instance Price of Fairness (IPoF), as Cosmi

et al. (2022) (when |ΣKS| > 1, IPoF is the minimum utility loss among all fair solutions). For

a certain two-agent scheduling problem P, according to Bertsimas et al. (2011), the price of

fairness is defined as the supremum of the IPoF values among all possible instances of P.

For a given schedule σ, its degree of fairness is defined as the minimum between the normal-

ized utilities of the two agents:

ϕ(σ) = min
ℓ=A,B

{
ūℓ(σ)

}
. (6)

Hereafter we address the bicriteria problem of maximizing the system utility and the degree

of fairness of a schedule. We call Pareto Optimal according to the utility-fairness Trade off

(POT) a Pareto Optimal solution with respect to these two objectives, and we let ΣT be the

set of such solutions. Hence, σ ∈ ΣT if there is no feasible schedule σ′, such that U(σ′) ≥ U(σ),

ϕ(σ′) ≥ ϕ(σ), and at least one of the two inequalities is strict.

In this work we consider the case in which f ℓ(σ) is the total completion time of an agent.

So, when f ℓ(σ) =
∑

j∈Jℓ Cℓ
j (σ) with ℓ = A,B, it is straightforward to compute the values

f ℓ∗ and f ℓ∞. First observe that, by a trivial exchange argument, it is possible to prove that

any sequence σ ∈ ΣP is such that both A-jobs and B-jobs are in relative SPT order. Hence,

hereafter we assume that the jobs of the two agents are numbered according to the SPT order,
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i.e., pℓ1 ≤ pℓ2 ≤ . . . ≤ pℓnℓ
. As a consequence,

f ℓ∗ =

nℓ∑
j=1

(nℓ − j + 1)pℓj (7)

f ℓ∞ = f ℓ∗ + nℓ(

nℓ′∑
j=1

pℓ
′
j ) (8)

with ℓ′, ℓ ∈ {A,B} and ℓ′ ̸= ℓ.

Recall that Agnetis et al. (2019) show that, when the cost function of both agents is total

completion time, finding a KS-fair schedule is a (binary) NP-hard problem.

The problem we focus on is the computation of the set ΣT of POT solutions. In order to

compute the elements of ΣT , we adopt the approach of combining the two criteria (system utility

and degree of fairness) into a single objective function. This way, only a subset of the solutions

in ΣT are determined, namely, the so-called supported Pareto optimal solutions (T’kindt and

Billaut, 2006). Recalling (2) and (6), we can formulate the problem as the following MILP:

max z = α min
ℓ=A,B

{
f ℓ∞ −∑j∈Jℓ Cℓ

j

f ℓ∞ − f ℓ∗

}
+ (1− α)

∑
ℓ=A,B

f ℓ∞ −
∑
j∈Jℓ

Cℓ
j

 (9)

s.t. CB
j ≥ CA

i + pBj −M(1− xij) i ∈ JA, j ∈ JB

CA
i ≥ CB

j + pAi −Mxij i ∈ JA, j ∈ JB

Cℓ
i+1 ≥ Cℓ

i + pℓi ℓ = A,B, i ∈ J ℓ \ {nℓ}
Cℓ
1 ≥ pℓ1 ℓ = A,B

xij ∈ {0, 1} i ∈ JA, j ∈ JB.

Here, binary variables xij are defined for all job pairs (JA
i , J

B
j ), with xij = 1 if JA

i precedes

JB
j in the solution sequence. Variables Cℓ

j ≥ 0, Jj ∈ J express the completion times of the

jobs (recall that jobs of the same agent are numbered according to their SPT order), M is a

sufficiently large number (e.g., M >
∑

ℓ=A,B

∑
j∈Jℓ pℓj), and the min function in the objective

can be linearized with standard techniques.

We refer to Problem (9) as Utility/Fairness Trade-off Problem (UFTP). By solving UFTP

for different values of α, one can compute supported Pareto optimal solutions. As it will be

confirmed by our experiments, supported solutions constitute a very representative set of trade-

off solutions.

Note that UFTP is easy for α = 0, since the optimal solution is any schedule in which the

jobs follow a global SPT order. If α = 1, the above formulation computes a KS-fair schedule.

Cosmi et al. (2022) show that this MILP is the best performing one (among three different

formulations). For this reason, we employ this formulation as a benchmark in the computational

experiments.
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4 Pareto Optimal solutions

In this section we provide two main results concerning the solution sets ΣP and ΣT . Theorem 3

establishes a relation between these two related sets of Pareto optimal solutions under any (even

non regular) cost function for the two agents. Through an example in which the agents want to

minimize the total completion time of their jobs, Theorem 4 shows that, in general, the size of

ΣT cannot be bounded by a polynomial in the number of jobs.

In what follows, given a multivalued function f : Rn −→ Rq and two points x and x′ of Rn,

we write f(x′) ≩ f(x) if f(x) ̸= f(x′) and f(x) is component-wise not larger than f(x′), i.e.,

fi(x
′) ≥ fi(x) for all i = 1, . . . , q and at least one among the latter q inequalities is strict. In this

case we also say that x′ dominates x according to function f or, briefly, that x′ f -dominates x.

The next Lemma establishes a general property concerning Pareto optima of a multicriteria

optimization problem. Consider q functions fi : X −→ R, i = 1, . . . , q, defined on a general

domain X ⊆ Rn, and let f : X −→ Rq be the the multivalued function with component i given

by the function fi(·). If x ∈ X then:

f(x) = (f1(x), f2(x), . . . , fq(x))
T .

Consider the multicriteria optimization problem

max{f(x) : x ∈ X}. (10)

We say that x ∈ X is a Pareto optimal solution of Problem (10) with multivalued objective

function f if ̸ ∃x ∈ X : f(x′) ≩ f(x), i.e., there is no x′ ∈ X that f -dominates x.

Let αi > 0 and βi ≥ 0, i = 1, . . . , q, be a set of 2q coefficients, and g : X −→ Rq a

new multivalued function g(x) = (g1(x), g2(x), . . . , gq(x))
T , defined modifying two components

(w.l.o.g. the first two) of f as follows:

gi(x) =


∑q

j=1 αjfj(x) if i = 1,

minj=1,...,q{βjfj(x)} if i = 2,

fi(x) if i = 3, . . . , q.

(11)

Similar to (10), we may consider the multicriteria optimization problem

max{g(x) : x ∈ X} (12)

and say that x ∈ X is a Pareto optimal solution of Problem (12) with multivalued objective

function g if there is no x′ ∈ X that g-dominates x.

Lemma 1 If x is a PO solution of Problem (12) then it is also a PO solution of Problem (10).

Proof. By contradiction, assume x is a PO solution for Problem (12) but not a PO solution

for Problem (10). Then, there exists x′ ∈ X such that f(x′) ≩ f(x). This means that, for all
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i = 1, . . . , q, fi(x
′) ≥ fi(x) and at least one inequality, say the k-th, is strict (i.e., fk(x

′) > fk(x),

for some k ∈ {1, . . . , q}).
As a consequence, it is—clearly—also true that gi(x

′) ≥ gi(x) for i = 3, . . . , q but also that

g1(x
′) > g1(x), by definition of g (see Equation (11)) and recalling that the coefficients αi are

strictly positive.

In this case, since x is a PO solution of Problem (12), then

g2(x) > g2(x
′) ⇐⇒ min

i=1,...,q
{βifi(x)} > min

i=1,...,q
{βifi(x′)} (13)

must hold, since otherwise x would be g-dominated by x′. Let g2(x
′) = mini=1,...,q{βifi(x′)} =

βhfh(x
′) for some given h ∈ {1, . . . , q}. Since, for all i = 1, . . . , q, fi(x

′) ≥ fi(x) and βh ≥ 0,

then βhfh(x
′) ≥ βhfh(x) ≥ mini=1,...,q{βifi(x)} = g2(x), that is g2(x

′) ≥ g2(x) which contradicts

Equation (13). □

Remark 2 By repeatedly applying the above arguments, it can be easily shown that Lemma 1

holds even for more complex definitions of the function g derived from f . For instance, more

that one component of g can be a conic combination (with positive coefficients) of the components

of f , or conic combinations of the minima over some components of f .

The above lemma allows to establish that any Pareto Optimal solution according to the

utility-fairness Trade-off (POT) is also Pareto-Optimal according to the agent objectives (POA)

while, in general, the opposite implication is not true.

Theorem 3 ΣT ⊆ ΣP .

Proof. The result is implied by Lemma 1 with q = 2, X the set of all feasible schedules σ of

the two agents, f1(σ) = uA(σ), f2(σ) = uB(σ), α1 = α2 = 1 (i.e., g1(σ) = U(σ)), β1 = (∆A)−1,

and β2 = (∆B)−1 (i.e., g2(σ) = ϕ(σ)), recalling that ∆ℓ = f ℓ∞ − f ℓ∗, for ℓ = A,B, and (in any

meaningful UFTP instance) ∆A and ∆B are strictly positive. □

Note that there can be POA solutions σ ∈ ΣP which are not POT, i.e., they do not belong

to ΣT . Consider the following simple example, in which agent A has one short job with pA1 = 1

and B has one large job with pB1 =M > 1. There are only two POA solutions: σ1 in which JA
1

precedes JB
1 , and σ2 in which JB

1 precedes JA
1 . The solution σ1 is the the best for A and the

worst for B, with CA(σ1) = 1 and CB(σ1) = M + 1. Viceversa, σ2 is the the best for B and

the worst for A, with CA(σ1) = M + 1 and CB(σ1) = M . Hence, uA(σ1) = M + 1 − 1 = M ,

uB(σ2) =M +1−M = 1, uA(σ2) = uB(σ1) = 0, and both σ1 and σ2 are schedules with ϕ(σ1) =

ϕ(σ2) = 0. Moreover, U(σ1) = uA(σ1) + uB(σ1) = M , while U(σ2) = uA(σ2) + uB(σ2) = 1.

Summarizing, we have (
U(σ1)

ϕ(σ1)

)
≩

(
U(σ2)

ϕ(σ2)

)
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which means that σ2 ∈ ΣP \ ΣT , as it is dominated in terms of utility-fairness objectives by σ1

which is the only POT solution.

On the other hand, there are instances in which the two sets coincide. Consider the above

simple example, with M = 1. In this case, σ1 and σ2 are the only POA solutions but also both

POT, as U(σ1) = U(σ2) = 1 and ϕ(σ1) = ϕ(σ2) = 0. Hence it is not true, in general, that ΣT is

strictly contained in ΣP .

While it is known that ΣP may have exponentially many solutions (Agnetis et al., 2004), the

previous theorem does not imply any lower bound on the size of ΣT . Hereafter, we prove that

if f ℓ =
∑
Cℓ
j , ℓ = A,B, the size of the Pareto set ΣT may be nonpolynomial in the number of

the jobs.

Theorem 4 When both agents want to minimize their total completion time, ΣT may contain

an exponential number of solutions.

Proof. The following example shows that, even in the symmetric case (i.e., when the two agents

have identical job sets), there can be a nonpolynomial number of POT solutions.

Consider an instance in which each agent has ν+1 jobs, with pℓj = 2j−1 for j = 1, . . . , ν and

pℓν+1 = M , ℓ = A,B, where M is a sufficiently large integer. We let Qi denote the unordered

pair {JA
i , J

B
i }, i = 1, . . . , ν + 1. Any solution that schedules first the pair Q1, then Q2,..., then

Qν and finally Qν+1 is globally optimal from the viewpoint of system utility. We denote the cost

of any such solution with C∗. It is easy to check that, among all these system optimal solutions,

one which maximizes the minimum normalized utility (and is therefore POT) is attained by

giving precedence to JA
i in the first ν pairs, and viceversa giving precedence to JB

ν+1 in the last

pair. In fact, since M is very large, if JA
ν+1 is chosen to be the last job of the schedule, agent A

has to be compensated by preceding the homologous B-job in all the other pairs. Call σ̃ such a

POT solution (Obviously the solution obtained swapping all A-jobs and B-jobs inside each pair

in σ̃ is also POT.) In σ̃, the cost function values of the two agents are:

fA(σ̃) =
ν+1∑
j=1

CA
j (σ̃) = 1 +

ν−1∑
i=1

[
2

(
i−1∑
k=0

2k

)
+ 2i

]
+

[
2
ν−1∑
k=0

2k + 2M

]
(14)

and

fB(σ̃) =

ν+1∑
j=1

CB
j (σ̃) = 2 +

ν−1∑
i=1

2

(
i∑

k=0

2k

)
+

[
2
ν−1∑
k=0

2k +M

]
(15)

where the first term of the rhs in (14) (resp.,(15)) is the completion time of JA
1 (JB

1 ), the second

is the total completion time of jobs JA
2 , . . . , J

A
ν (JB

2 , . . . , J
B
ν ) and the last is the completion time

of JA
ν+1 (JB

ν+1).

Since the instance is symmetric, fA∞ = fB∞ and fA∗ = fB∗, so also fA∞ − fA∗ = fB∞ − fB∗.

As a consequence, for our purposes it is sufficient to show that there exists a nonpolynomial

number of POT solutions having all different values of fA(σ̃) + fB(σ̃) and of fA(σ̃), with A

being the worse off agent. For brevity, in what follows we let C̄F = fA(σ̃).
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<latexit sha1_base64="VzdWAvtkCcpLDyr5TwlntmtAFyc=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lEqseCF48t2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNM7uZ+54lrI2L1iNOE+xEdKREKRtFKD82BNyhX3Kq7AFknXk4qkKMxKH/1hzFLI66QSWpMz3MT9DOqUTDJZ6V+anhC2YSOeM9SRSNu/Gxx6oxcWGVIwljbUkgW6u+JjEbGTKPAdkYUx2bVm4v/eb0Uw1s/EypJkSu2XBSmkmBM5n+TodCcoZxaQpkW9lbCxlRThjadkg3BW315nbSvql6t6jWvK3WSx1GEMziHS/DgBupwDw1oAYMRPMMrvDnSeXHenY9la8HJZ07hD5zPH8f1jV0=</latexit>

Q1

<latexit sha1_base64="bvxDN5M+mwnyX8/opsb55G1JDWI=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mKqMeCF48t2g9oQ9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUMWyxWMSqG1CNgktsGW4EdhOFNAoEdoLJ3dzvPKHSPJaPZpqgH9GR5CFn1FjpoTmoDcoVt+ouQNaJl5MK5GgMyl/9YczSCKVhgmrd89zE+BlVhjOBs1I/1ZhQNqEj7FkqaYTazxanzsiFVYYkjJUtachC/T2R0UjraRTYzoiasV715uJ/Xi814a2fcZmkBiVbLgpTQUxM5n+TIVfIjJhaQpni9lbCxlRRZmw6JRuCt/ryOmnXqt511WteVeokj6MIZ3AOl+DBDdThHhrQAgYjeIZXeHOE8+K8Ox/L1oKTz5zCHzifP8l5jV4=</latexit>

Q2

<latexit sha1_base64="4bm5anW5sbML6axEBXb6Rnj+4pE=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lU1GPBi8cW7Qe0oWy2k3bpZhN2N0IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4bua3n1BpHstHM0nQj+hQ8pAzaqz00Ohf9ssVt+rOQVaJl5MK5Kj3y1+9QczSCKVhgmrd9dzE+BlVhjOB01Iv1ZhQNqZD7FoqaYTaz+anTsmZVQYkjJUtachc/T2R0UjrSRTYzoiakV72ZuJ/Xjc14a2fcZmkBiVbLApTQUxMZn+TAVfIjJhYQpni9lbCRlRRZmw6JRuCt/zyKmldVL3rqte4qtRIHkcRTuAUzsGDG6jBPdShCQyG8Ayv8OYI58V5dz4WrQUnnzmGP3A+fwDK/Y1f</latexit>

Q3

<latexit sha1_base64="UNNDd40lYnZ2Y8uyo6Q7ZFW6ACE=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKeyKRI8BLx7jIw9IljA7mU2GzM4uM71CWPIJXjwo4tUv8ubfOEn2oIkFDUVVN91dQSKFQdf9dgpr6xubW8Xt0s7u3v5B+fCoZeJUM95ksYx1J6CGS6F4EwVK3kk0p1EgeTsY38z89hPXRsTqEScJ9yM6VCIUjKKVHu77Xr9ccavuHGSVeDmpQI5Gv/zVG8QsjbhCJqkxXc9N0M+oRsEkn5Z6qeEJZWM65F1LFY248bP5qVNyZpUBCWNtSyGZq78nMhoZM4kC2xlRHJllbyb+53VTDK/9TKgkRa7YYlGYSoIxmf1NBkJzhnJiCWVa2FsJG1FNGdp0SjYEb/nlVdK6qHq1qnd3WamTPI4inMApnIMHV1CHW2hAExgM4Rle4c2Rzovz7nwsWgtOPnMMf+B8/gDJe41e</latexit>

R1

<latexit sha1_base64="OrvHWSGbMeQW+YRFRmHLSUX297Y=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKeyKRI8BLx7jIw9IljA76U2GzM4uM7NCWPIJXjwo4tUv8ubfOEn2oIkFDUVVN91dQSK4Nq777RTW1jc2t4rbpZ3dvf2D8uFRS8epYthksYhVJ6AaBZfYNNwI7CQKaRQIbAfjm5nffkKleSwfzSRBP6JDyUPOqLHSw33f7ZcrbtWdg6wSLycVyNHol796g5ilEUrDBNW667mJ8TOqDGcCp6VeqjGhbEyH2LVU0gi1n81PnZIzqwxIGCtb0pC5+nsio5HWkyiwnRE1I73szcT/vG5qwms/4zJJDUq2WBSmgpiYzP4mA66QGTGxhDLF7a2EjaiizNh0SjYEb/nlVdK6qHq1qnd3WamTPI4inMApnIMHV1CHW2hAExgM4Rle4c0Rzovz7nwsWgtOPnMMf+B8/gDH941d</latexit>

R0

<latexit sha1_base64="19chqPocGw6/9hCOKDeCykcqFls=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPBixehBfsBbSib7aRdu9mE3Y1QQn+BFw+KePUnefPfuG1z0NYHA4/3ZpiZFySCa+O6305hbX1jc6u4XdrZ3ds/KB8etXScKoZNFotYdQKqUXCJTcONwE6ikEaBwHYwvp357SdUmsfywUwS9CM6lDzkjBorNe775Ypbdecgq8TLSQVy1Pvlr94gZmmE0jBBte56bmL8jCrDmcBpqZdqTCgb0yF2LZU0Qu1n80On5MwqAxLGypY0ZK7+nshopPUkCmxnRM1IL3sz8T+vm5rwxs+4TFKDki0WhakgJiazr8mAK2RGTCyhTHF7K2EjqigzNpuSDcFbfnmVtC6q3lXVa1xWaiSPowgncArn4ME11OAO6tAEBgjP8ApvzqPz4rw7H4vWgpPPHMMfOJ8/nMuMtQ==</latexit>

M
<latexit sha1_base64="19chqPocGw6/9hCOKDeCykcqFls=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPBixehBfsBbSib7aRdu9mE3Y1QQn+BFw+KePUnefPfuG1z0NYHA4/3ZpiZFySCa+O6305hbX1jc6u4XdrZ3ds/KB8etXScKoZNFotYdQKqUXCJTcONwE6ikEaBwHYwvp357SdUmsfywUwS9CM6lDzkjBorNe775Ypbdecgq8TLSQVy1Pvlr94gZmmE0jBBte56bmL8jCrDmcBpqZdqTCgb0yF2LZU0Qu1n80On5MwqAxLGypY0ZK7+nshopPUkCmxnRM1IL3sz8T+vm5rwxs+4TFKDki0WhakgJiazr8mAK2RGTCyhTHF7K2EjqigzNpuSDcFbfnmVtC6q3lXVa1xWaiSPowgncArn4ME11OAO6tAEBgjP8ApvzqPz4rw7H4vWgpPPHMMfOJ8/nMuMtQ==</latexit>

M
<latexit sha1_base64="4GVim0pqFhtWFETMtF7aCTxOgSk=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSKIh5KIqMdCLx4r2g9oY9lsJ+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dlZW19Y3Ngtbxe2d3b390sFhU8epYthgsYhVO6AaBZfYMNwIbCcKaRQIbAWj2tRvPaHSPJYPZpygH9GB5CFn1FjpvvZ43iuV3Yo7A1kmXk7KkKPeK311+zFLI5SGCap1x3MT42dUGc4ETordVGNC2YgOsGOppBFqP5udOiGnVumTMFa2pCEz9fdERiOtx1FgOyNqhnrRm4r/eZ3UhDd+xmWSGpRsvihMBTExmf5N+lwhM2JsCWWK21sJG1JFmbHpFG0I3uLLy6R5UfGuKt7dZblK8jgKcAwncAYeXEMVbqEODWAwgGd4hTdHOC/Ou/Mxb11x8pkj+APn8wemgI1H</latexit>

C⇤<latexit sha1_base64="4joo9FgXT9dq7VNTpKLol/2V93Y=">AAAB83icbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPBi8cKthaaUDabSbt0Nwm7G6GE/g0vHhTx6p/x5r9x2+agrQ8GHu/NMDMvzATXxnW/ncra+sbmVnW7trO7t39QPzzq6jRXDDssFanqhVSj4Al2DDcCe5lCKkOBj+H4duY/PqHSPE0ezCTDQNJhwmPOqLGS7xsuIvQ1H0o6qDfcpjsHWSVeSRpQoj2of/lRynKJiWGCat333MwEBVWGM4HTmp9rzCgb0yH2LU2oRB0U85un5MwqEYlTZSsxZK7+niio1HoiQ9spqRnpZW8m/uf1cxPfBAVPstxgwhaL4lwQk5JZACTiCpkRE0soU9zeStiIKsqMjalmQ/CWX14l3Yumd9X07i8bLVLGUYUTOIVz8OAaWnAHbegAgwye4RXenNx5cd6dj0VrxSlnjuEPnM8fNXmRsQ==</latexit>

�̃

<latexit sha1_base64="goxcoTzpgYgsNXJnnAcEHrgQ6cQ=">AAAB9XicbVBNS8NAEJ34WetX1aOXxSJ4KomIeix48VjBfkAby2YzaZduNmF3o5TQ/+HFgyJe/S/e/Ddu2xy09cHA470ZZuYFqeDauO63s7K6tr6xWdoqb+/s7u1XDg5bOskUwyZLRKI6AdUouMSm4UZgJ1VI40BgOxjdTP32IyrNE3lvxin6MR1IHnFGjZUeeoaLEHuaD2La9/qVqltzZyDLxCtIFQo0+pWvXpiwLEZpmKBadz03NX5OleFM4KTcyzSmlI3oALuWShqj9vPZ1RNyapWQRImyJQ2Zqb8nchprPY4D2xlTM9SL3lT8z+tmJrr2cy7TzKBk80VRJohJyDQCEnKFzIixJZQpbm8lbEgVZcYGVbYheIsvL5PWec27rHl3F9U6KeIowTGcwBl4cAV1uIUGNIGBgmd4hTfnyXlx3p2PeeuKU8wcwR84nz9j05JV</latexit>

�̃1

<latexit sha1_base64="7/X7SvdE2QIix0pT+YOoPlAA5Hc=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSKIQklE1GOhF48VTFtoY9lst+3SzSbsToQS+hu8eFDEqz/Im//GbZuDtj4YeLw3w8y8MJHCoOt+Oyura+sbm4Wt4vbO7t5+6eCwYeJUM+6zWMa6FVLDpVDcR4GStxLNaRRK3gxHtanffOLaiFg94DjhQUQHSvQFo2glv/Z4fuF1S2W34s5AlomXkzLkqHdLX51ezNKIK2SSGtP23ASDjGoUTPJJsZManlA2ogPetlTRiJsgmx07IadW6ZF+rG0pJDP190RGI2PGUWg7I4pDs+hNxf+8dor92yATKkmRKzZf1E8lwZhMPyc9oTlDObaEMi3srYQNqaYMbT5FG4K3+PIyaVxWvOuKd39VrpI8jgIcwwmcgQc3UIU7qIMPDAQ8wyu8Ocp5cd6dj3nripPPHMEfOJ8/fZKNtw==</latexit>

C⇤ + 1
<latexit sha1_base64="20TwMwKyqEcNvzTpE8brj/61gro=">AAACCXicbVDLSsNAFJ34rPUVdelmsAh1YcmIqBuhUhCXFewDmhgmk0k7dCYJMxOhhG7d+CtuXCji1j9w5984fSy09cCFwzn3cu89QcqZ0o7zbS0sLi2vrBbWiusbm1vb9s5uUyWZJLRBEp7IdoAV5SymDc00p+1UUiwCTltBvzbyWw9UKpbEd3qQUk/gbswiRrA2km/D6P6q7GrGQ+oq1hXYR0fwEroBlrDmXx8j3y45FWcMOE/QlJTAFHXf/nLDhGSCxppwrFQHOan2ciw1I5wOi26maIpJH3dpx9AYC6q8fPzJEB4aJYRRIk3FGo7V3xM5FkoNRGA6BdY9NeuNxP+8TqajCy9ncZppGpPJoijjUCdwFAsMmaRE84EhmEhmboWkhyUm2oRXNCGg2ZfnSfOkgs4q6Pa0VIXTOApgHxyAMkDgHFTBDaiDBiDgETyDV/BmPVkv1rv1MWldsKYze+APrM8fQPyYBA==</latexit>

fA(�̃1) = C̄F � 1

<latexit sha1_base64="iAZv4dmCtNx2UWrtv63t8nlWZP0=">AAACBnicbVDLSsNAFJ3UV62vqEsRBotQNyURURGESkFcVrAPaGKYTCbt0JkkzEyEErpy46+4caGIW7/BnX/jtM1CWw9cOJxzL/fe4yeMSmVZ30ZhYXFpeaW4Wlpb39jcMrd3WjJOBSZNHLNYdHwkCaMRaSqqGOkkgiDuM9L2B/Wx334gQtI4ulPDhLgc9SIaUoyUljxz3/GRgHXvGl5cwvD+quIoygLiSNrj6Mgzy1bVmgDOEzsnZZCj4ZlfThDjlJNIYYak7NpWotwMCUUxI6OSk0qSIDxAPdLVNEKcSDebvDGCh1oJYBgLXZGCE/X3RIa4lEPu606OVF/OemPxP6+bqvDczWiUpIpEeLooTBlUMRxnAgMqCFZsqAnCgupbIe4jgbDSyZV0CPbsy/OkdVy1T6v27Um5BvM4imAPHIAKsMEZqIEb0ABNgMEjeAav4M14Ml6Md+Nj2low8pld8AfG5w+Ukpcy</latexit>

C̄F := fA(�̃)

<latexit sha1_base64="ajpZcNzO6Pxi2NpTClkMKK3Fpjc=">AAACCXicbVDLSsNAFJ3UV62vqEs3g0WoC0tSRN0IlYK4rGAf0MQwmUzaoTNJmJkIJXTrxl9x40IRt/6BO//GaZuFth64cDjnXu69x08Ylcqyvo3C0vLK6lpxvbSxubW9Y+7utWWcCkxaOGax6PpIEkYj0lJUMdJNBEHcZ6TjDxsTv/NAhKRxdKdGCXE56kc0pBgpLXkmDO+vKo6iLCCOpH2OvNoxvISOjwRseNcnNc8sW1VrCrhI7JyUQY6mZ345QYxTTiKFGZKyZ1uJcjMkFMWMjEtOKkmC8BD1SU/TCHEi3Wz6yRgeaSWAYSx0RQpO1d8TGeJSjrivOzlSAznvTcT/vF6qwgs3o1GSKhLh2aIwZVDFcBILDKggWLGRJggLqm+FeIAEwkqHV9Ih2PMvL5J2rWqfVe3b03Id5nEUwQE4BBVgg3NQBzegCVoAg0fwDF7Bm/FkvBjvxsestWDkM/vgD4zPH0QSmAY=</latexit>

fA(�̃2) = C̄F � 2
<latexit sha1_base64="wcDFnA0fs0QULjuCuw+8koWTdBI=">AAAB9XicbVBNS8NAEN3Ur1q/qh69LBbBU0mKqMeCF48V7Ac0sWw2k3bp7ibsbpQS+j+8eFDEq//Fm//GbZuDtj4YeLw3w8y8MOVMG9f9dkpr6xubW+Xtys7u3v5B9fCoo5NMUWjThCeqFxINnEloG2Y49FIFRIQcuuH4ZuZ3H0Fplsh7M0khEGQoWcwoMVZ68A3jEfiaDQUZNAbVmlt358CrxCtIDRVoDapffpTQTIA0lBOt+56bmiAnyjDKYVrxMw0poWMyhL6lkgjQQT6/eorPrBLhOFG2pMFz9fdEToTWExHaTkHMSC97M/E/r5+Z+DrImUwzA5IuFsUZxybBswhwxBRQwyeWEKqYvRXTEVGEGhtUxYbgLb+8SjqNundZ9+4uak1cxFFGJ+gUnSMPXaEmukUt1EYUKfSMXtGb8+S8OO/Ox6K15BQzx+gPnM8fZVeSVg==</latexit>

�̃2

<latexit sha1_base64="GZKvoLmLZ/GjC+ByrL54WX9FEZ0=">AAAB9XicbVBNS8NAEN3Ur1q/qh69LBbBU0lU1GPBi8cK9gOaWDabTbt0dxN2J0oJ/R9ePCji1f/izX/jts1BWx8MPN6bYWZemApuwHW/ndLK6tr6RnmzsrW9s7tX3T9omyTTlLVoIhLdDYlhgivWAg6CdVPNiAwF64Sjm6nfeWTa8ETdwzhlgSQDxWNOCVjpwQcuIuYbPpCkf96v1ty6OwNeJl5BaqhAs1/98qOEZpIpoIIY0/PcFIKcaOBUsEnFzwxLCR2RAetZqohkJshnV0/wiVUiHCfalgI8U39P5EQaM5ah7ZQEhmbRm4r/eb0M4usg5yrNgCk6XxRnAkOCpxHgiGtGQYwtIVRzeyumQ6IJBRtUxYbgLb68TNpnde+y7t1d1Bq4iKOMjtAxOkUeukINdIuaqIUo0ugZvaI358l5cd6dj3lrySlmDtEfOJ8/ZtuSVw==</latexit>

�̃3

<latexit sha1_base64="m0zr3qu2i/1saIZp73bYrF5TnM8=">AAACCXicbVDLSsNAFJ34rPUVdelmsAh1YUmsqBuhUhCXFewDmhgmk0k7dCYJMxOhhG7d+CtuXCji1j9w5984bbPQ1gMXDufcy733+AmjUlnWt7GwuLS8slpYK65vbG5tmzu7LRmnApMmjlksOj6ShNGINBVVjHQSQRD3GWn7g/rYbz8QIWkc3alhQlyOehENKUZKS54Jw/ursqMoC4gjaY8jr3oEL6HjIwHr3vVx1TNLVsWaAM4TOyclkKPhmV9OEOOUk0hhhqTs2lai3AwJRTEjo6KTSpIgPEA90tU0QpxIN5t8MoKHWglgGAtdkYIT9fdEhriUQ+7rTo5UX856Y/E/r5uq8MLNaJSkikR4uihMGVQxHMcCAyoIVmyoCcKC6lsh7iOBsNLhFXUI9uzL86R1UrHPKvbtaakG8zgKYB8cgDKwwTmogRvQAE2AwSN4Bq/gzXgyXox342PaumDkM3vgD4zPH0comAg=</latexit>

fA(�̃3) = C̄F � 3

<latexit sha1_base64="lLCnqYfHQov1sduIrbMGmHZ+fO4=">AAAB7HicbVBNSwMxEJ3Ur1q/qh69BIsgCmW3iHos9OKxgtsW2rVk02wbms0uSVYoS3+DFw+KePUHefPfmLZ70NYHA4/3ZpiZFySCa+M436iwtr6xuVXcLu3s7u0flA+PWjpOFWUejUWsOgHRTHDJPMONYJ1EMRIFgrWDcWPmt5+Y0jyWD2aSMD8iQ8lDTomxktd4vLis9csVp+rMgVeJm5MK5Gj2y1+9QUzTiElDBdG66zqJ8TOiDKeCTUu9VLOE0DEZsq6lkkRM+9n82Ck+s8oAh7GyJQ2eq78nMhJpPYkC2xkRM9LL3kz8z+umJrz1My6T1DBJF4vCVGAT49nneMAVo0ZMLCFUcXsrpiOiCDU2n5INwV1+eZW0alX3uureX1XqOI+jCCdwCufgwg3U4Q6a4AEFDs/wCm9Iohf0jj4WrQWUzxzDH6DPH38Wjbg=</latexit>

C⇤ + 2
<latexit sha1_base64="3iPMfdf+RAlO2VmrTpVZzhhTJNA=">AAAB7HicbVBNSwMxEJ2tX7V+VT16CRZBFMquinos9OKxgtsW2rVk02wbmk2WJCuUpb/BiwdFvPqDvPlvTNs9aOuDgcd7M8zMCxPOtHHdb6ewsrq2vlHcLG1t7+zulfcPmlqmilCfSC5VO8Saciaob5jhtJ0oiuOQ01Y4qk/91hNVmknxYMYJDWI8ECxiBBsr+fXHs/PLXrniVt0Z0DLxclKBHI1e+avblySNqTCEY607npuYIMPKMMLppNRNNU0wGeEB7VgqcEx1kM2OnaATq/RRJJUtYdBM/T2R4VjrcRzazhiboV70puJ/Xic10W2QMZGkhgoyXxSlHBmJpp+jPlOUGD62BBPF7K2IDLHCxNh8SjYEb/HlZdK8qHrXVe/+qlJDeRxFOIJjOAUPbqAGd9AAHwgweIZXeHOE8+K8Ox/z1oKTzxzCHzifP4Cajbk=</latexit>

C⇤ + 3

Figure 1: Swapping schedules (ν = 3)

Consider now a different set of ν − 1 job pairs, namely R0 = (JB
1 , J

A
2 ), R1 = (JB

2 , J
A
3 ),...,

Rh = (JB
h+1, J

A
h+2),..., Rν−2 = (JB

ν−1, J
A
ν ). Notice that the jobs of each pair Rh are consecutive

in σ̃. Consider now the schedule σ̃1 obtained from σ̃ by swapping the jobs of R0. With respect

to σ̃, agent A gains 1 and B loses 2, so for σ̃1 the total cost is C∗ + 1 and the cost for agent A

is C̄F − 1. Similarly if, instead of the jobs of R0, we swap the jobs in R1, we get a schedule σ̃2

whose total cost is C∗ + 2 and the cost for agent A is C̄F − 2.

Consider now any integer H between 1 and 2ν−1 − 1. Let b0, b1, . . . , bν−2 ∈ {0, 1} be such

that b0 + 2b1 + 4b2 + 8b3 + · · · + 2ν−2bν−2 = H. Now, consider the schedule σ̃H obtained by

swapping the job pairs Rt such that bt = 1 (and keeping the others unchanged). It is easy to

check that fA(σ̃H) + fB(σ̃H) = C∗ +H and fA(σ̃H) = C̄F −H. Since H can attain all values

from 1 to 2ν−1 − 1, we get 2ν−1 − 1 distinct schedules. Let us call the above schedules swapping

schedules. We next show that all swapping schedules are POT solutions. First of all, notice

that in any POT solution (in which the last job is JA
ν+1, so A is the worse off agent), no B-job

can be followed by a shorter A-job, since the schedule would be strictly dominated by the one

attained by swapping these two jobs. As a consequence, any POT schedule can be attained

from σ̃ by anticipating some A-jobs with respect to B-jobs. Now consider a generic schedule σ

in which JA
k+2 is immediately preceded by JB

k+1 (its companion in Rk). Let σ′ be the schedule

obtained swapping JA
k+2 and JB

k+1. When the swap occurs, A improves its cost by 2k while the

cost for B increases by 2k+1, so the total cost increases by 2k. At this point, if, in σ′, JA
k+2 is

still preceded by a B-job, any further swap which anticipates JA
k+2 entails an improvement for A

of at most 2k−1, but always a cost increase of 2k+1 for B. Hence, in any swap other than those

occurring inside a pair Rh the total cost increases more than twice the gain for A. This implies

that as long as H ≤ 2ν−1 − 1 (which is the maximum gain for A which can be attained through

a swapping schedule), all the swapping schedules are POT solutions. □

A lower bound for the value of M in the above proof can be found by imposing that A is

worse off even in the most favorable solution σ̃ for A, among all sensible schedules in the above

proof. With some algebra, it is easy to see that fA(σ̃)− fB(σ̃) =M −∑ν−1
i=1 2i − 1 so that any

M > 2ν − 1 makes fA(σ̃) > fB(σ̃) and hence the proof holds.

Moreover, notice that, besides swapping schedules, there are further POT solutions. In fact,

in σ2ν−1−1, all A-jobs have been swapped in each pair Rh, but we can further anticipate them,
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attaining further POT solutions. However, in this case the increase in total cost is higher than

twice the length of the A-job being anticipated.

5 Lagrangian Relaxation for UFTP

In this section, we illustrate a Lagrangian approach to the solution of UFTP, i.e.:

z = max
σ

{α ϕ(σ) + (1− α)U(σ)} (16)

An instance of UFTP may be decomposed into two subproblems, namely PA and PB, de-

pending on the agent having the minimum normalized utility. In particular, subproblem PA is

the following:

zA = max
σ

{α ūA(σ) + (1− α)U(σ)} (17)

s.t. ūA(σ) ≤ ūB(σ) (18)

while subproblem PB is:

zB = max
σ

{αūB(σ) + (1− α)U(σ)} (19)

s.t. ūB(σ) ≤ ūA(σ). (20)

An optimal solution value for UFTP (16) is then z = max{zA, zB}.

We next consider the Lagrangian relaxation of subproblems PA and PB separately. Denoting

by zA(λ) and zB(µ) the objective functions of the two Lagrangian problems, and by λ∗ and µ∗

the optimal solutions of the corresponding Lagrangian dual problems, an upper bound for the

optimal solution of (16) is given by max{zA(λ∗), zB(µ∗)}. In what follows, we analyze the

Lagrangian relaxation of PA. A symmetric analysis holds for PB.

Recalling that U(σ) = uA(σ) + uB(σ), and ∆ℓ = f ℓ∞ − f ℓ∗, with ℓ = A,B, we rewrite the

expression in Equation (17) as follows:

zA = max
σ

{ α

∆A
(fA∞ − fA(σ)) + (1− α)

(
fA∞ + fB∞ − fA(σ)− fB(σ)

)}
=

= K +max
σ

{
−(1− α+

α

∆A
)fA(σ)− (1− α)fB(σ)

} (21)

where

K =
α

∆A
fA∞ + (1− α)(fA∞ + fB∞) (22)

is a constant not depending on the particular choice of the schedule σ.

Now relaxing constraint (18) in a Lagrangian fashion we obtain, for any λ ≥ 0, the following
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relaxation:

zA(λ) = K+

+max
σ

{
−(1− α+

α

∆A
)fA(σ)− (1− α)fB(σ) + λ(ūB(σ)− ūA(σ))

}
=

= K +K(λ)−min
σ

{
WA(λ)fA(σ) +WB(λ)fB(σ)

}
.

(23)

where

K(λ) = λ

(
fB∞
∆B

− fA∞
∆A

)
, (24)

WA(λ) = (1− α+
α− λ

∆A
), (25)

WB(λ) = (1− α+
λ

∆B
). (26)

For a given λ ≥ 0, problem (23) consists in finding a schedule σ∗(λ) that minimizes the

total weighted completion time: As it is well known, such a schedule (and hence zA(λ)) can

be found by Smith’s (a.k.a. WSPT) rule, i.e., by sequencing jobs in non-increasing weight-to-

processing time ratio. Hereafter, for a given λ ≥ 0, we let δℓj(λ) denote the density, i.e., the

weight-to-processing time ratio in problem (23), for a job j of agent ℓ ∈ {A,B}, given by

δℓj(λ) =
W ℓ(λ)

pℓj
j ∈ J ℓ; ℓ = A,B. (27)

We refer to a schedule in which all jobs are sorted according non-increasing values of their den-

sities as a Smith’s schedule. Note that different λ values imply different job densities and hence

possibly different Smith’s schedules. In particular, A-jobs’ densities decrease with increasing

values of λ while, symmetrically, the density of a B-job increases when λ increases.

The Lagrangian dual problem consists in finding a value λ∗ ≥ 0 giving the best (in our case

minimum) value for the bound zA(λ):

zA(λ∗) = min
λ

{zA(λ)}. (28)

For the problem at hand, we can find λ∗ very efficiently, thus avoiding to use the standard

subgradient optimization technique. We illustrate the procedure hereafter.

Recalling that, for a given λ, the Smith’s schedule σ∗(λ) is an optimal schedule for Prob-

lem (23), from (24)–(26) we may compute the slope of the piecewise linear, convex function

zA(λ) as:

m(λ) =
fB∞ − fB(σ∗(λ))

∆B
− fA∞ − fA(σ∗(λ))

∆A
= ūB(σ∗(λ))− ūA(σ∗(λ)). (29)

Clearly, in searching for λ∗, the only points of interest are those corresponding to (discrete)

13
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ūA(�⇤(�)) > ūB(�⇤(�))
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Figure 2: zA(λ) and breakpoints

changes of m(λ), occurring when σ∗(λ) changes due to different values of the job densities which

vary with λ according to (27). We call breakpoints such values of λ.

Theorem 5 There is always a (unique) value λ∗ minimizing zA(λ), which is a breakpoint.

Proof. Since zA(λ) is a piecewise linear convex function, its optimum λ∗ must occur at a point

where the slope changes, i.e., at a breakpoint. Therefore, it remains to prove that λ∗ is unique.

By contradiction, assume there is an interval of minimizers λ where zA(λ) remains constant.

This means that there are two distinct breakpoints λ1 < λ2 such that the slope m(λ) = 0 for all

λ ∈ [λ1, λ2]. In particular, recalling Equation (29), we have:

ūA(λi) = ūB(λi) for i = 1, 2.

This implies that for the two optimal schedules σ1 = σ∗(λ1) and σ2 = σ∗(λ2), which minimize

the total weighted completion time with weights WA(λ) and WB(λ) at λ = λ1 and λ = λ2,

respectively, the same linear relationship must hold between the total completion times fA(σ)

and fB(σ) for the two agents. Specifically,

fA(σi) = ϕfB(σi) + ψ, for i = 1, 2 (30)

where ϕ and ψ are constants, with ϕ > 0 given by ϕ = ∆A/∆B and ψ = fA∞ − ϕfB∞.

Now, moving from λ1 (and σ1) to λ2 (and σ2), since λ1 < λ2, we have WA(λ1) > WA(λ2)

and WB(λ1) < WB(λ2). In other words, the density of any A job has strictly decreased, while

that of any B job has increased. Since λ1 and λ2 are breakpoints, at least one “swap” between a
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pair of consecutive jobs must have occurred. However, swaps can only favor B; that is, some B

jobs are moved earlier in σ2 compared to σ1, and the reverse is not possible. This implies that

fB(σ2) < fB(σ1) and f
A(σ2) > fA(σ1) which contradicts Equation (30), since ϕ is positive and

a decrease in fB cannot correspond to an increase in fA. □

In addition to the above result, we observe the following:

Remark 6 For all λ < λ∗, we have that m(λ) < 0 and the corresponding schedules σ∗(λ) are

not feasible for PA. Viceversa, for all λ > λ∗, m(λ) > 0, and hence the corresponding schedules

σ∗(λ) are feasible for PA. As a consequence, for λ = λ∗, there are two schedules which are

optimal for the Lagrangian dual (28), and one of them (call it σ∗(λ∗)) is feasible for PA. If, in

addition, it happens that ūB(σ∗(λ∗)) = ūA(σ∗(λ∗)) (i.e., complementarity holds), then σ∗(λ∗) is

also optimal for PA. □

The optimal value λ∗ for (28) has to be sought in an interval [λmin, λmax] such that σ∗(λ) =

σ∗(λmin) for all 0 ≤ λ ≤ λmin and σ∗(λ) = σ∗(λmax) for all λ ≥ λmax. Since W
A(λ) is decreasing

as λ increases, λmin is either 0 or the maximum λ such that, in a Smith’s schedule, all A-jobs

precede all the B- jobs and hence the normalized utility of A is maximum and that of B is

minimum. This in turn matches up with the minimum value for the slope m(λ). Recalling that

the jobs of each agent ℓ are numbered so that pℓ1 ≤ pℓ2 ≤ . . . ≤ pℓnℓ
, if λmin > 0, a Smith’s

schedule in which all A-jobs are scheduled first occurs as long as δAnA
≥ δB1 , that is, the density

of any A-job is larger than the density of any B-job. By imposing the latter condition, i.e.,

1

pAnA

(1− α+
α− λ

∆A
) ≥ 1

pB1
(1− α+

λ

∆B
), (31)

one has:

λmin = max

0, λ̂min =
pB1 (1− α+ α

∆A )− pAnA
(1− α)

pB1
∆A +

pAnA

∆B

 . (32)

It is important to observe that if, in the previous expression, one has λmin = 0, there may be

no Smith’s schedule in which all A-jobs precede all B-jobs. In fact, if (31) is satisfied with a

negative value of λ (λ̂min < 0), there is no λ ≥ 0 which would result in such a schedule.

A somewhat symmetrical discussion holds for λmax. First of all, let us observe that it has

to be λmax ≤ α+ (1− α)∆A, since otherwise there would be values of λ such that WA(λ) < 0,

and zA(λ) would be unbounded.

Recall that, as λ increases, so does the density of the B-jobs and, concurrently, the density

of the A-jobs decreases. Thus, we are interested in computing the smallest λ value, large enough

to ensure that all B-jobs precede all A-jobs. Similar to (31), the density of any B-job is larger
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than that of any A-job if

1

pA1
(1− α+

α− λ

∆A
) ≤ 1

pBnB

(1− α+
λ

∆B
), (33)

so that the maximum relevant value of λ equals:

min

pBnB
(1− α+ α

∆A )− pA1 (1− α)

pBnB

∆A +
pA1
∆B

, α+ (1− α)∆A

 . (34)

Observe that if, in the previous expression, one has λmax = α+ (1−α)∆A, there may be no

Smith’s schedule in which all B-jobs precede all A-jobs. Observing that the first argument of

the minimum in (34) can be negative, we get the following expression for λmax:

λmax = max

0,min

pBnB
(1− α+ α

∆A )− pA1 (1− α)

pBnB

∆A +
pA1
∆B

, α+ (1− α)∆A


 . (35)

Note that if, in equation (35) we get λmax = 0, then, from (33) it follows that for any λ ≥ 0

a schedule that maximizes z(λ) is one in which all B-jobs precede all A-jobs.

We now compute the breakpoints, i.e., the intermediate values of λ corresponding to a swap

of two jobs belonging to different agents in the Smith’s schedule, which causes a change in the

slope m(λ). More precisely, consider two jobs JA
j , JB

k . We seek for a nonnegative value λjk such

that for λ < λjk the job JA
j precedes JB

k , while for λ > λjk then JB
k precedes JA

j . If such a λjk

value exists, it must be such that δAj = δBk , i.e.:

λjk =

1
pAj

(1− α+ α
∆A )− 1

pBk
(1− α)

1
pAj ∆A + 1

pBk ∆B

or, equivalently,

λjk =
pBk (1− α+ α

∆A )− pAj (1− α)

pBk
∆A +

pAj
∆B

, (36)

which makes sense only if the right hand side of the latter equation is nonnegative. Note that,

from (36), there are at most O(nAnB) distinct breakpoints, i.e., the plausible values of λ to

consider in search of λ∗ which, in conclusion, can be efficiently computed by means of a binary

search over the breakpoints in the interval [λmin, λmax].

Once both Lagrangian dual problems for PA and PB have been solved, we have two feasible

schedules σ∗(λ∗) and σ∗(µ∗) for the respective subproblems, and hence a bound for UFTP is

given by

max{zA(λ∗), zB(µ∗)}.

Notice that, due to Remark 1, if such maximum value is attained for PA (PB), and σ∗(λ∗)
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(σ∗(µ∗)) satisfies the complementarity condition, then such a schedule is optimal for UFTP.

6 A branch and bound algorithm

In this section we present a combinatorial branch and bound algorithm for UFTP based on the

Lagrangian bound presented in Section 5. The general scheme of the algorithm is described in

Section 6.1, while Section 6.2 illustrates the bounding procedure in detail.

6.1 General scheme

As common for many sequencing problems, the algorithm proceeds by fixing the jobs from the

beginning of the schedule. In the enumeration tree, the generic node corresponds to fixing an

initial partial sequence σS of a certain subset of jobs S ⊂ JA ∪ JB. Due to the SPT ordering

within JA and JB, S contains the first i A-jobs and the first j B-jobs. We denote by P (σS) the

corresponding problem, i.e., node of the enumeration tree. Further features of the algorithm are

listed below.

Branching. At each node, a binary branching is performed, namely, if P (σS) is not fathomed,

the child nodes are P (σS′) and P (σS′′), where S′ = S ∪ {JA
i+1} and S′′ = S ∪ {JB

j+1}.

Search strategy. The search strategy employed in the algorithm is depth-first; that is, each

time a node is generated, it is added to a stack, and the last node in the stack is always

explored first. This approach ensures quick exploration of the tree’s leaves, thereby rapidly

yielding complete, feasible solutions for benchmarking.

Bounding. At each node P (σS) of the enumeration tree, the algorithm computes an upper

bound for the optimal solution that could be derived given the partial sequence of the jobs

in S. The bound is computed solving the Lagrangian dual of each of the two subproblems

PA(σS) and PB(σS), with the larger of the two solutions serving as the upper bound

for the node. As we illustrate in more detail in the next section, to efficiently solve the

Lagrangian dual problems, at each node we exploit the fact that the optimal value λ∗ lies

in a specific interval [λmin, λmax] which is obtained by refining the corresponding interval

at the parent node.

Warm start. At the beginning of the algorithm, the incumbent solution is initialized with a

schedule that maximizes system utility, i.e., in which all jobs of J are SPT-ordered.

6.2 Computation of the bounds

In order to derive an upper bound for P (σS), we follow a similar reasoning to the one illustrated

in Section 5, with some suitable modifications. We denote by PA(σS) and PB(σS) the two

subproblems (17) and (19) of P (σS).
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Let us consider the computation of the bound for problem PA(σS). Considering the La-

grangian relaxation of PA(σS), we observe that Equation (23) still holds, but K and K(λ) must

take into account the contribution of the fixed partial schedule σS . In particular, K becomes

K =
α

∆A
(fA∞ − fA(σS)) + (1− α)(fA∞ + fB∞ − fB(σS)− fA(σS)) (37)

and K(λ) becomes

K(λ) = λ

(
fB∞ − fB(σS)

∆B
− fA∞ − fA(σS)

∆A

)
. (38)

The values of the coefficients WA(λ) and WB(λ) are still given by (25) and (26).

At node P (σS), the range of values of λ in which the optimal value λ∗(σS) must be sought

narrows with respect to the range [λmin, λmax] given by (32) and (35). Letting JA
i and JB

j denote

the last A-job and B-job in σS respectively (0 ≤ i < nA and 0 ≤ j < nB), the minimum value

for λ becomes:

λmin(j) = max

0,
pBj+1(1− α+ α

∆A )− pAnA
(1− α)

pBj+1

∆A +
pAnA

∆B

 . (39)

When λ = λmin(j) > 0, in the optimal solution of the Lagrangian problem of PA(σS), all

unscheduled A-jobs precede all the unscheduled B-jobs. Similarly, we have:

λmax(i) = max

0,min

pBnB
(1− α+ α

∆A )− pAi+1(1− α)

pBnB

∆A +
pAi+1

∆B

, α+ (1− α)∆A


 , (40)

and when 0 < λ = λmax(i) < α+(1−α)∆A, all unscheduled B-jobs precede all the unscheduled

A-jobs in the solution of the Lagrangian problem of PA(σS).

At any node P (σS), the value λ∗(σS) is found by a binary search over the interval

[λmin(j), λmax(i)]. From (36), the set of O(nAnB) breakpoints can be computed and ordered

once for all at the beginning of the algorithm. Hence, at node P (σS), λ
∗(σS) can be found in

O(log(nAnB)) = O(log(max{nA, nB}2)) = O(log(max{nA, nB})) time.

At each node P (σS), we compute the two upper bounds, zA(λ∗(σS)) and z
B(µ∗(σS)). Sup-

pose that zA(λ∗(σS)) ≥ zB(µ∗(σS)). Similar to the discussion in Section 5, we observe that one

of the following cases arises:

• The optimal schedule of the Lagrangian dual of PA(σS) satisfies the complementarity

condition. In this case, such a schedule is optimal for P (σS) and the node is fathomed.

• None of the two optimal schedules for the Lagrangian duals of PA(σS) and P
B(σS) satisfies

the complementarity condition. In this case, zA(λ∗(σS)) is an upper bound for P (σS) and

the node P (σS) is not fathomed.

• The optimal schedule of the Lagrangian dual of PB(σS) satisfies the complementarity
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condition, but that of PA(σS) does not. In this case, the node P (σS) is not fathomed,

but as the optimal solution for PB(σS) is known, all descendants P (σS′) of P (σS) in

the enumeration tree inherit such optimal solution for PB(σS′), and we will only need to

consider the subproblems PA(σS′).

Obviously, if zA(λ∗(σS)) ≤ zB(µ∗(σS)), three symmetric cases hold.

Moreover, whenever the Lagrangian dual of a subproblem is solved, the corresponding feasible

schedule (that we get at no extra computational cost) can be always exploited to update the

incumbent.

7 Computational Experiments

In this section we present the results of an experimental campaign carried out to assess the

computational efficiency of the solution approach presented in Section 6, as well as the trade-off

between system utility and fairness under various scenarios. The solution algorithm has been

implemented in Python and all experiments were performed on a MacBook Pro equipped with

an Apple M1 Pro chip and 16 GB of RAM. Each instance is solved for different values of α.

Looking at Equations (7) and (8), we know that the maximum system utility is obtained in

correspondence of a global SPT schedule σ∗. So,

U(σ∗) = fA∞ + fB∞ − f(σ∗) ≤ nA

nB∑
j=1

pBj + nB

nA∑
j=1

pAj ≤ nmax{
nB∑
j=1

pBj ,

nA∑
j=1

pAj }.

Hence, the order of magnitude of U(σ) depends on the processing time values and the number

of jobs. In any case, since ϕ(σ) ∈ [0, 1], for all relevant solutions σ, one has that U(σ) >> ϕ(σ).

In order to obtain Pareto optimal (POT) solutions, we must consider values of α close enough to

1, since otherwise one would only obtain optimal solutions corresponding to a schedule σ∗ that

maximizes system utility. In particular, preliminary experiments showed that in order to obtain

POT solutions other than σ∗, typically α must be at least 0.99. Hence, in all the experiments

we considered α ∈ {0.99, 0.999, 0.9999, 1}. (Recall that α = 1 returns the fair solution.) For

each run, a time limit of 1 hour of CPU was enforced.

Preliminary tests have shown that the best performing MILP model (9) when solved by

a commercial solver (Gurobi) fails to find optimal solutions within half an hour for different

sensible values of α and as few as 30 jobs (see also Cosmi et al., 2022, for results with α = 1).

As a consequence, we deemed not useful to compare the performance of our branch and bound

algorithm vs. the MILP, as the former is a clear winner.

Three different experiments have been designed. In the first experiment, we considered

instances with randomly generated processing times and various sizes of the two agents’ job

sets. In the second experiment, we considered identical job sets (symmetric instances). The

third set deals with instances with an expectedly large instance price of fairness (IPoF). In each

experiment, we generate 20 instances for each (nA, nB) pair. Each instance is then solved for
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the different values of α. For each triple (nA, nB, α) we report

1. the number of instances (out of 20) optimally solved within the time limit;

2. the average CPU time (over those instances which are solved to optimality within the time

limit);

3. the average number of nodes of the enumeration tree;

4. the average optimality gap (over those instances for which optimality is not reached, if

any);

5. the number of instances in which the optimal solution σ̃ of UFTP coincides with a system

optimum σ∗ (SPT schedule);

6. the average utility loss (see Equation (3)) of σ̃ with respect to system optimum (over those

instances which are solved to optimality within the time limit).

7.1 Experiment 1: General job sets

In this experiment, we randomly generated job sets for various values of nA and nB, namely

nA, nB ∈ {5, 10, 15, 20, 25, 30, 35}. All processing times are uniformly distributed in [10, 50]. For

each pair (nA, nB), 20 UFTP instances were randomly generated and solved for different values

of α. The results are shown in Tables 1 and 2. Specifically, Table 1 reports the results for

instances up to 45 jobs, which are all solved to optimality, while Table 2 shows the results for

n > 45, for which not all instances are solved within the time limit. A few comments are in

order.

• The algorithm allows solving all instances in a fairly small CPU time (less than 8 s) as

long as n < 30. For larger instances, the CPU time shows an increasing correlation with

α, with lower values of α (for which the optimal solutions are closer to an SPT schedule)

resulting in much smaller CPU times. For example, when n = 40 the average CPU time for

α = 1 is 78.04 seconds vs. 0.067 seconds for α = 0.99. Figure 3 highlights the computation

times for various values of α with n = nA + nB = 40. Although we do not report detailed

figures, it turns out that the average time spent to compute the Lagrangian bound is

slightly larger for larger values of n (although not dramatically) and for smaller values of

α. In fact, recall that smaller values of α result in a larger numerical value of the objective

function of UFTP, hence more binary search steps are needed to solve the Lagrangian

dual at each node. The largest average value is attained for nA = 30 and nB = 15, and is

around 340 µs.

• The column “SPT opt” shows the number of instances (out of 20) an optimal solution

σ̃ of UFTP is an SPT schedule σ∗. Across the whole set of instances of Tables 1 and 2,

we observe that in 6% of them the solution for α = 1 (i.e., the KS-fair solution) is also a
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Instance class Trade-off value B&B performance Solution analysis
n nA nB α Time Nodes SPT opt Utility loss
10 5 5 0.99 0.00 37 5 0.40%
10 5 5 0.999 0.01 155 0 1.63%
10 5 5 0.9999 0.01 215 0 1.95%
10 5 5 1 0.01 220 0 1.95%
15 10 5 0.99 0.00 50 4 0.11%
15 10 5 0.999 0.03 553 0 1.32%
15 10 5 0.9999 0.05 1126 0 1.43%
15 10 5 1 0.05 1236 0 1.47%
20 10 10 0.99 0.01 88 11 0.02%
20 10 10 0.999 0.12 1943 2 0.97%
20 10 10 0.9999 0.29 6365 1 1.66%
20 10 10 1 0.34 7808 1 1.67%
20 15 5 0.99 0.01 79 7 0.09%
20 15 5 0.999 0.07 1000 1 1.82%
20 15 5 0.9999 0.13 2442 0 2.47%
20 15 5 1 0.13 2704 0 2.49%
25 15 10 0.99 0.02 124 10 0.02%
25 15 10 0.999 0.29 3783 2 0.71%
25 15 10 0.9999 1.14 23347 1 0.77%
25 15 10 1 1.48 32654 1 0.77%
25 20 5 0.99 0.03 109 9 0.03%
25 20 5 0.999 0.15 1913 1 1.29%
25 20 5 0.9999 0.36 6179 1 1.58%
25 20 5 1 0.40 7285 0 1.59%
30 15 15 0.99 0.03 195 19 0.00%
30 15 15 0.999 0.58 5806 1 0.26%
30 15 15 0.9999 4.57 82666 0 0.65%
30 15 15 1 7.89 162904 0 0.66%
30 20 10 0.99 0.03 159 14 0.01%
30 20 10 0.999 0.56 6948 1 0.46%
30 20 10 0.9999 3.76 72061 0 0.88%
30 20 10 1 5.67 115369 0 0.88%
30 25 5 0.99 0.03 155 9 0.03%
30 25 5 0.999 0.22 2269 2 0.79%
30 25 5 0.9999 0.68 11374 0 1.51%
30 25 5 1 0.80 14180 0 1.52%
35 20 15 0.99 0.08 398 20 0.00%
35 20 15 0.999 0.82 7730 5 0.22%
35 20 15 0.9999 11.95 205486 3 0.49%
35 20 15 1 29.50 573185 3 0.50%
35 25 10 0.99 0.08 339 20 0.00%
35 25 10 0.999 1.08 12045 2 0.36%
35 25 10 0.9999 7.47 129016 1 0.68%
35 25 10 1 11.57 211776 1 0.68%
35 30 5 0.99 0.04 155 15 0.01%
35 30 5 0.999 0.41 3579 0 0.78%
35 30 5 0.9999 1.39 19605 0 1.38%
35 30 5 1 1.68 25603 0 1.39%
40 20 20 0.99 0.10 533 20 0.00%
40 20 20 0.999 1.89 16321 2 0.12%
40 20 20 0.9999 33.18 540717 1 0.35%
40 20 20 1 138.18 2813493 1 0.35%
40 25 15 0.99 0.07 295 20 0.00%
40 25 15 0.999 1.45 10386 1 0.19%
40 25 15 0.9999 30.96 510061 0 0.69%
40 25 15 1 149.56 1729690 0 0.70%
40 30 10 0.99 0.05 215 20 0.00%
40 30 10 0.999 0.95 7802 0 0.25%
40 30 10 0.9999 10.21 136146 0 0.45%
40 30 10 1 21.68 332296 0 0.47%
40 35 5 0.99 0.05 144 17 0.00%
40 35 5 0.999 0.50 3578 1 0.53%
40 35 5 0.9999 2.10 24257 0 1.39%
40 35 5 1 2.74 35459 0 1.39%
45 25 20 0.99 0.15 468 20 0.00%
45 25 20 0.999 2.50 16748 1 0.13%
45 25 20 0.9999 61.29 785714 1 0.58%
45 25 20 1 900.22 16621468 1 0.58%
45 30 15 0.99 0.28 830 20 0.00%
45 30 15 0.999 2.37 12344 2 0.10%
45 30 15 0.9999 29.88 284818 1 0.37%
45 30 15 1 155.88 2305960 1 0.38%

Table 1: Results of B&B for the general instances up to 45 jobs. All instances are solved to
optimality.
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Instance class Trade-off value B&B performance Solution analysis

n nA nB α Opt Time Nodes Gap SPT opt Utility loss

50 25 25 0.99 20 0.63 2266 - 20 0.00%
50 25 25 0.999 20 4.53 19666 - 2 0.07%
50 25 25 0.9999 20 116.35 1109865 - 2 0.33%
50 25 25 1 14 702.15 11405547 19.07% 2 0.10%

50 30 20 0.99 20 0.20 856 - 20 0.00%
50 30 20 0.999 20 3.04 20359 - 2 0.08%
50 30 20 0.9999 20 135.83 1863619 - 1 0.45%
50 30 20 1 15 850.12 13469431 12.63% 0 0.20%

55 30 25 0.99 20 151.75 2906182 - 20 0.00%
55 30 25 0.999 20 195.61 3306329 - 4 0.05%
55 30 25 0.9999 19 278.82 3278529 0.50% 4 0.34%
55 30 25 1 12 829.05 9946051 19.02% 7 0.04%

55 35 20 0.99 20 1.72 6553 - 20 0.00%
55 35 20 0.999 20 7.05 33625 - 5 0.05%
55 35 20 0.9999 20 168.51 1636416 - 5 0.23%
55 35 20 1 12 853.97 11934030 11.10% 8 0.07%

60 30 30 0.99 20 50.10 212302 - 20 0.00%
60 30 30 0.999 20 100.22 465424 - 3 0.03%
60 30 30 0.9999 19 615.80 31581385 1.72% 3 0.40%
60 30 30 1 7 1248.06 9191435 19.18% 3 0.01%

60 35 25 0.99 20 1.63 7314 - 20 0.00%
60 35 25 0.999 20 12.60 64789 - 1 0.05%
60 35 25 0.9999 20 513.55 5710750 - 1 0.24%
60 35 25 1 9 1769.49 18102868 14.00% 1 0.04%

Table 2: Results of B&B for the general instances with 50 or more jobs. Not all instances are
solved to optimality. Average values for CPU time, number of SPT optima and utility loss refer
to optimally solved instances only, while the average gaps are only computed on instances for
which optimality is not reached.
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system optimum. Such fraction increases for smaller values of α, (for α = 0.99, in 79% of

the instances σ̃ and σ∗ coincide) and for larger values of n.

Note that the fact that σ̃ ≡ σ∗ does not always imply small CPU times (e.g. for nA =

30, nB = 25 and α = 0.99, even if the optimal solution is SPT for all instances, there is

an instance that required more than 50 minutes, which considerably increases the average

CPU time).

• Considering a constant value n = nA + nB and a fixed α, as nA and nB get closer to

each other, the problem becomes computationally harder, but the utility loss — which is

always very low — decreases. In particular, Figures 3 and 4(a) illustrate these issues for

n = 40. Figure 4(b) shows that the number of instances for which the optimal solution is

SPT is fairly independent from nA and nB, and reaches the totality of the instances when

α ≤ 0.99.

• In this experiment, the values of utility loss are consistently small. The average IPoF across

all instances is 0.82%, and obviously the utility loss is even smaller when α < 1. Recall

that the optimal solution to each instance of UFTP is a supported POT solution. Although

in general there exist other POT solutions (possibly not supported), such relatively small

range of utility loss values suggests that such a set of POT solutions is representative

enough of the set of sensible schedules. We note that the largest values for IPoF are

obtained for relatively small instances, with an average value of 2.49% for nA = 15 and

nB = 5 and values below 1% whenever n ≥ 45. This result illustrates the intuitive fact

that, when there are more jobs, it is easier to balance the utility among the two agents

without losing too much in system utility.

• Considering the results in Table 2, we can see that almost all instances are solved to

optimality as long as α < 1. When α = 1, the optimality gap ranges between 11.10% and

19.18%, and it doesn’t seem to be affected by the number of jobs.

7.2 Experiment 2: Symmetric instances

Let us now turn to the experiment in which the two agents hold identical job sets. In this case, we

still generate processing times uniformly in [10, 50], but nA = nB, p
A
j = pBj for all j = 1, . . . , nA,

and therefore ∆A = ∆B = ∆ (as this relation holds due to the fact that the sets are symmetric).

We consider instance sizes of nA, nB ∈ {10, 15, 20, 25, 30}. For each instance size, 20 instances

of UFTP were randomly generated and solved for different values of α. The results are shown

in Table 3. In the table, Column “Opt” reports the number of instances (out of 20) solved to

optimality. The “Gap” column values refer only to instances for which an optimal solution is

not found within the time limit, while all other metrics refer to optimally-solved instances.

Results are only reported for α = 1 and 0.999, as the utility loss is very close to 0 (less

than 0.25%) already for fair solutions and we deemed not significant to search for a compromise
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Figure 3: Computation times comparison for instance classes with n = nA +nB = 40. Different
colors correspond to different pairs nA, nB.

schedule when the fair solution already guarantees a system utility close to the system optimum.

• Symmetric instances appear significantly harder than their non-symmetric counterpart.

In particular, when α = 0.999 and nA = nB = 20, the average CPU time is 1411 seconds,

while in the non-symmetric case with the same values of nA, nB and α the average CPU

time is 1.89 s. The time limit was reached on 7 instances for n = 40 and α = 1 and on all

instances for n > 40. However, in all these cases the average gap is less than 0.3% .

• As expected, the utility loss is always very small. In fact, in this set of instances, there

is an exponentially large (2nA) number of SPT schedules and hence, system optimum

solutions, and the KS-fair solution is often the one which best balances the two agents’

utilities among such schedules, although it is not always so. This is even more apparent

for α = 0.999.

• Let us consider the instances for which the time limit was reached. The value of the

gap for symmetric instances is always very small and similar to the utility loss achieved

by the best found solution. This suggests that on one hand the incumbent solution σ̂ is

KS-fair or close to it and, on the other hand, the Lagrangian bound is very good, i.e., the

upper bound is close to U∗/2. In fact, in the symmetric case U(σKS) ≈ 2∆ϕ(σKS) and

U(σKS) ≈ U∗.

7.3 Experiment 3: Large utility loss

In this experiment, instances have been generated having a special structure which results in

a large value of IPoF (i.e., the utility loss of a fair solution, obtained when α = 1). The main

purpose of this experiment is to compare the hardness of these instances with those in the other
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Instance class Trade-off value B&B performance Solution analysis

n nA nB α Opt Time Nodes Gap SPT opt Utility loss

10 5 5 0.999 20 0.01 272 - 18 0.03%
10 5 5 1 20 0.01 318 - 13 0.23%

20 10 10 0.999 20 0.46 8.613 - 20 0.00%
20 10 10 1 20 0.69 15882 - 17 0.01%

30 15 15 0.999 20 23.67 367621 - 20 0.00%
30 15 15 1 20 44.60 830530 - 13 0.01%

40 20 20 0.999 20 1411.68 17394117 - 20 0.00%
40 20 20 1 13 2251.55 32694519 0.01% 9 0.00%

50 25 25 0.999 0 - 39889686 0.09% - -
50 25 25 1 0 - 42730446 0.29% - -

60 30 30 0.999 0 - 33974846 0.08% - -
60 30 30 1 0 - 38569237 0.30% - -

Table 3: Results of B&B for symmetric instances. Not all instances are solved to optimality.
Average values for CPU time, number of SPT optima and utility loss refer to optimally solved
instances only, while the average gaps are only computed on instances for which optimality is
not reached.

experiments having the same number of jobs. We generated these instances starting from the

observation that, in the special case of nA = 1, the instance for which the worst-case IPoF is

attained is characterized by a very short A-job and a few longer B-jobs having similar length

(Agnetis et al., 2019). Similarly, the worst-case instance when nA = 2 is such that the two

A-jobs are short with respect to the B-jobs (Zhang et al., 2020), and the latter have the same

length. Hence, we considered instances having the following characteristics. We let nA = nB,

and consider two distinct settings. In the two settings, the processing times are uniformly

distributed as follows:

• Setting 1: pAi ∼ U [10, 50], pBj ∼ U [51, 90],

• Setting 2: pAi ∼ U [1, 10], and pBj ∼ U [100, 200].

The results are shown in Table 4 for Setting 1 and Table 5 for Setting 2. A few comments

follow:

• With α = 1, in both settings, the CPU times are similar to those of the symmetric instances

with the same number of jobs. Additionally, in this experiment, for n > 40, for α = 1

the time limit is reached for all instances and the optimality gap is quite large, with very

similar values across the two settings. The maximum is attained in Setting 1 for n = 60

(113.32%). This highlights the hardness of this particular set of instances.

• As expected, the utility loss when α = 1 (IPoF) is considerably larger than in the previous

experiments, with a maximum average value of 17.6% in Setting 1 and 38.6% in Setting 2

(in both cases attained for nA = nB = 5). The absolute maximum values of IPoF obtained

are 22.3% in Setting 1 and 44.7% in Setting 2. This leads to conjecture that the more

asymmetric the two job sets, in terms of processing times, the larger the value of IPoF.
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Instance class Trade-off value B&B performance Solution analysis

n nA nB α Opt Time Nodes Gap SPT opt Utility loss

10 5 5 0.99 20 0.00 9 - 7 0.24%
10 5 5 0.999 20 0.01 280 - 0 13.06%
10 5 5 0.9999 20 0.01 342 - 0 14.11%
10 5 5 1 20 0.01 339 - 0 17.65%

20 10 10 0.99 20 0.00 7 - 14 0.00%
20 10 10 0.999 20 0.03 195 - 0 0.94%
20 10 10 0.9999 20 0.97 26098 - 0 15.38%
20 10 10 1 20 0.99 26994 - 0 16.19%

30 15 15 0.99 20 0.00 1 - 20 0.00%
30 15 15 0.999 20 0.02 73 - 1 0.13%
30 15 15 0.9999 20 20.39 445262 - 0 16.00%
30 15 15 1 20 41.02 954795 - 0 16.59%

40 20 20 0.99 20 0.00 1 - 20 0.00%
40 20 20 0.999 20 0.03 51 - 5 0.04%
40 20 20 0.9999 20 151.16 3958785 - 0 9.70%
40 20 20 1 20 1444.14 31047348 - 0 16.84%

50 25 25 0.99 20 0.00 1 - 20 0.00%
50 25 25 0.999 20 0.01 24 - 11 0.00%
50 25 25 0.9999 20 23.04 77208 - 0 3.23%
50 25 25 1 0 - 63858995 58.62% - -

60 30 30 0.99 20 0.00 1 - 20 0.00%
60 30 30 0.999 20 0.03 33 - 11 0.00%
60 30 30 0.9999 20 17.62 38901 - 0 1.22%
60 30 30 1 0 - 51150304 113.32% - -

Table 4: Results of B&B for the high-IPoF instances in Setting 1. Not all instances are solved
to optimality. Average values for CPU time, number of SPT optima and utility loss refer to
optimally solved instances only, while the average gaps are only computed on instances for which
optimality is not reached.
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Instance class Trade-off value B&B performance Solution analysis

n nA nB α Opt Time Nodes Gap SPT opt Utility loss

10 5 5 0.99 20 0.00 1 - 20 0.00%
10 5 5 0.999 20 0.00 1 - 20 0.00%
10 5 5 0.9999 20 0.02 344 - 0 38.21%
10 5 5 1 20 0.01 361 - 0 38.62%

20 10 10 0.99 20 0.00 1 - 20 0.00%
20 10 10 0.999 20 0.00 1 - 20 0.00%
20 10 10 0.9999 20 0.19 2.818 - 0 21.62%
20 10 10 1 20 0.96 26.408 - 0 37.93%

30 15 15 0.99 20 0.00 1 - 20 0.00%
30 15 15 0.999 20 0.00 1 - 20 0.00%
30 15 15 0.9999 20 0.00 1 - 20 0.00%
30 15 15 1 20 46.58 1.266.080 - 0 38.30%

40 20 20 0.99 20 0.00 1 - 20 0.00%
40 20 20 0.999 20 0.00 1 - 20 0.00%
40 20 20 0.9999 20 0.00 1 - 20 0.00%
40 20 20 1 20 1259.38 28674712 - 0 38.46%

50 25 25 0.99 20 0.00 1 - 20 0.00%
50 25 25 0.999 20 0.00 1 - 20 0.00%
50 25 25 0.9999 20 0.00 1 - 20 0.00%
50 25 25 1 0 - 72407719 52.29% - -

60 30 30 0.99 20 0.00 1 - 20 0.00%
60 30 30 0.999 20 0.00 1 - 20 0.00%
60 30 30 0.9999 20 0.00 1 - 20 0.00%
60 30 30 1 0 - 57447388 100.50% - -

Table 5: Results of B&B for the high-IPoF instances in Setting 2. Not all instances are solved
to optimality. Average values for CPU time, number of SPT optima and utility loss refer to
optimally solved instances only, while the average gaps are only computed on instances for which
optimality is not reached.
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• With α < 1, all instances are solved to optimality in both settings, and at the root node

in most of the instances of Setting 2. Specifically, the optimal schedule is consistently

SPT when α < 1 and n > 20 in Setting 2, and for α = 0.99 and n > 20 in Setting

1. Furthermore, for α < 0.9999 in Setting 2, all solutions are SPT even with n ≤ 20.

Generally, the value of α at which all solutions become SPT decreases as the number of

jobs decreases.

• With α = 0.9999, in Setting 2, no solutions are SPT when n = 10 or n = 20. In particular,

for n = 10 the utility loss is 38.21%. However, the loss of fairness of the optimal solution

σ̃ (i.e., (ϕ(σKS)− ϕ(σ̃))/ϕ(σKS)) with respect to the fair solution is only 0.1%, indicating

that almost all solutions are fair. For n = 20, the utility loss is 21.62% while the loss of

fairness is approximately 34%. In Setting 2, where the processing times of agent B result

in a high system utility, the value α = 0.9999 is not sufficiently large to identify trade-off

solutions when n > 20.

8 Conclusions

In this paper we investigated the trade-off between system efficiency and fairness in a particular

setting, i.e., single-machine scheduling when the two agents want to minimize their respective

jobs’ total completion time. We analyzed both the structural properties of the set of possible

compromise solutions and an algorithm for the actual computation of such solutions. While the

problem of finding the KS-fair solution (and hence each compromise solution) is NP-hard, the

proposed enumeration algorithm shows to be viable to find supported Pareto optimal solutions,

at least for instances of size up to n = 60. Also, the experiments showed that, apart from

instances having a very specific structure, the utility loss associated with the supported POT

solutions is usually small or very small, which makes investigating further (non-supported) POT

solutions less interesting. In practice, by giving up a very small portion of system utility, usually

a fair or near-fair solution can be found.

Future research may be pursued in various directions:

• As shown by Jiang et al. (2021), Stackelberg game models of a two-tier supply chain offer

a viable framework for attaining solutions that strike a balance between system efficiency

(for instance pursued by a profit-oriented manufacturer/leader) and equity (demanded

by a fair-minded retailer/follower). On these grounds, an interesting direction for future

research could be to extend the models presented by Pferschy et al. (2021) to consider

fairness-efficiency trade-off in a multi-agent knapsack setting.

• While the Kalai-Smorodinsky fairness concept has the advantage that a KS-fair solution

always exists, other concepts can be investigated, such as proportional fairness or Nash

bargaining solution. Also for these cases, an appropriate definition of degree of fairness,

along with the definition of nondominated compromise solutions might be introduced.
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• Total completion time represents the simplest sum-type cost function associated with a

schedule. Future research will address other cost functions, possibly related to additional

issues such as due dates.
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